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The Min-Max Theorem (Linear Version)

@ Let M be an n x m payoff matrix.

o We have a p-player choosing a distribution p € A, to
minimize p' Mgq.

@ We have a g-player choosing a distribution g € A, to
maximize p' Mq.

@ The Min-Max Theorem states that:

min max p' Mg = max min p' Mq
pEAN, gEA, qeEA, pEA,
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A Repeated Game Protocol

@ Ineachround t=1,..., T:
@ p-player chooses p; € A, using Mult. Weights (MW), i.e

Pt+1,i X Pt,i exp(—n(Ma:)i)

@ g-player chooses j; = argmaxjc(1,....m} P{ Mej (i.e. g =e;,)

The proof is simply two trivial inequalities:

T
1 . Reg
TP Mar = min pTM(% PO qt> + =T
< max min p' Mg+ +Regr (which — 0)
q
T T
1 1
TP M = (maxpt )

t=1 t=1

> max( Zt 1Pt) Mg > minmaxp' Mg
P g
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What's amazing about this proof:
@ Every step is a definition or trivial observation

@ The proof is actually a construction!
o Indeed the pair (pr,qg7) is a %RegT—approx minmax

© It says nothing about the choice of online learning algorithm
(except that Regr = o(T))
@ It does not depend at all on the payoff matrix
o Indeed can be trivially extended to convex-concave g(p, q)

@ It says nothing about the domain of p and g (besides they
need be convex)

@ Who goes first? Can player 2 see what player 1 does?

@ It permits the g-player to use any online learning algorithm
instead of Best Response

© The rounds of the game need not be uniformly weighted!
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Generalization: Online Convex Optimzation & Regret

@ Imagine the following protocol - note weights ay,...,a7 >0
Q Input: set Z C R”, len T, weights ay.7, alg OAlg
Q fort=1,2,...,T do
@ Return: z; + OAlg
@ Receive: ay,:(-) — OAlg
@ Evaluate Loss: ail:(z:)

@ end for
@ Goal: minimize weighted regret

T T
a-REG? = Zatft(zt) — Lnelgz atle(2)
t=1 t=1

— -REG*
a—REGZ = amES where Ar = a1+ ... + ar
AT
e To whet your appetite: OGD (Online Gradient Descent)
@ Xit1 = Xt — nV@t(Xt)
o Proposition: OGD obtains an (average) regret rate of

o(1/VT).



Master Protocol: dynamics of two-player game

Goal: find approx. min-max pair (x*,y*) for g : X x ),

sup g(x*,y) — inf g(x,y*) <e
yey XEX

© Input: len T, X,V C R?, ai.7 > 0, algs OAlgY, OAlg*
Q fort=1,..., T do

0@ Return: y; « OAlg”

@ Update: ay, h(-) — OAlg where h.(-) == —g(-, »t)

© Return: x, « OAlg”

0 Update: oy, £:(-) — OAlg” where £,(-) == g(xt, ")

Q end for
o Output (XT,}’T) (ZAa:X57 Zasys)

At
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Master Protocol MinMax Theorem

T T
ALT Z g (xe, yt) = ALT Z —ale(yr)
t=1 t=1
> Ai Z aili(y)) — a- 2-REG”
= sup(4= Zatg Xt,¥)) — a- a-REG > sup g(x1,y) — a- a-REG”
yey yey
-
ALT Z atg(xe,yr) = (... same steps ...)
t=1
< inf g(x,y7) + aREG"
XEX
Therefore,  sup g(X7,y) — infv g(x,yr) < a-REG" + a-REG
X€E
v

yey
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OCO: There's (sort of) only one algorithm

Follow the Regularized Leader (FTRL)
@ Select cvx regularizer R : Z — R, learning rate n > 0

@ Receive loss fns ¢1(+), l2(-), . .., weights ag, g, . ..
o At time t set

1 il
Z; < argmin,c z <77R(Z) - Z asﬁs(z)>

s=1

.

e For a (-strongly convex regularizer R(-) and p-strongly
convex losses /;(-), the regret is bounded by:

T

O[2
Regr < L(R(E") — Ra)) + 3 o
t=1 \Lus=17s

[y

3 HVft(Zt)Hi

3

G log(T+1)
2
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Optimization — MinMax: The Fenchel Game

@ | have a convex optimization problem min,cx f(x).

@ We can convert it into the Fenchel Game:
g(Xa}/) = <X7y> - f*(y)
where f*(y) is the Fenchel conjugate of f;

f(y) == SLX1p<X7y> — f(x).

e Key Lemma: if (X, y) an e-approx. minmax of g(-,-), then
Q f(X) — miny f(x*) <¢, and
Qy~0
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Example: The Frank-Wolfe Algorithm (v1)

The Frank-Wolfe goes back to 1956; an excellent method for
convex opt when you have a linear minimization oracle!

e Goal: minimize f(w) for w € K.
e Fort=1,..., T:

L2
t+1
Ve <— argmin, ¢ (v, VF(we_1))

't

We < (1 — ye)we1 + Ve ve

e Theorem 4 (orig): Assuming ||[K|| < D and |Vf|| < L:

8LD
f(wr) — min f(w) <
(wr) = min f(w) < 3775
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The (almost) Frank-Wolfe Algorithm (v2)

Recall that g(y,v) := (y,v) — f*(y)
@ Fort=1,...,T:
1
Ve " (... only change ...)

e argmax, (y, wi—1) — f*(y)
t—1

— argmax, Y g(ve,y) = V(we 1)

s=1

Ve <= argmin, (v, yr) = argmin, g (v, yt)

1 t
we = (1= ye)We1 + yeve = 7 SZ_; Vs
e Thm (v2): f(wr) — minyex f(w) = O (%)
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The (almost) Frank-Wolfe Algorithm (v2)

Recall that g(y,v) := (y,v) — f*(y)
e Fort=1,...,T:

1
Yo (... only change ...)

Yt — argmaxy<y7 Wt—1> - f*(y)
t—1
— argmax, Y g(ve.y) = VA(w)
s=1
Ve <— argmin, cxc (v, y¢) = argmin, g (v, yt)
t

1
We <= (1 — ye)wee1 +yeve = T Z Vs
s=1

e Thm (v2): f(wr) — minyex f(w) =0 (%)
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The (FIXED) Frank-Wolfe Algorithm (v1)

Recall that g(y, v) := (y,v) — f*(y)
e Fort=1,...,T:

2
Yt < m < ap <t
Ye < argmax, (we_1,y) — f*(y) (FTL)
t—1
= argmax,, Z(rsg(vs,y) = Vf(we1)
s=1

e  argmin,cic(v, yi) = argmin,cicg(v.y:)  (BestResp)

w, <—(1— ) = —1
Wi_1 + YV, Qs V.
t Yt )Wir—1 YtV o .+ a 1 sVs

0

e Thm (v1): f(wr) — minyex f(w) = < STL—D
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The (FIXED) Frank-Wolfe Algorithm (v1)

Recall that g(y, v) := (y,v) — f*(y)
e Thm: f(wr) — minyex f(w) =

e Proof (v2):

8LD
S 1

J

f(wr) — min f(w) < a-REG(FTL) + a-REG(BestResp)

wer
a2
LDy, O(%)
At

LD, 0(%)
T2

+0
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Fenchel Game No Regret Dynamics (FGNRD)

o W

0]

have a recipe now!

Take any iterative optimization algorithm

Determine if the iterates can be decomposed into primal-dual
Determine primal player's algorithm OAIgX

Determine dual player’s algorithm OAlgY

Determine weights aq, as, . ..

@ Bonus: Convergence rate comes for free.

fFlwr) — min f(w) < a-REG(OAIlg”") 4+ a-REG(OAlgY)
we
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Simple Example: Gradient Descent

e EXAMPLE: Vanilla grad descent w/ iterate averaging
R
° N vt
o Wy wi_1 — nof(wi_q)
o W %22:1 Ws
o FGNRD Equivalence:

o g(x,y) = (x,y) —f*(y)

o a; =1

o OAlg™ := OMD[}| - |13, x0, 7]
o OAlg” := BESTRESP™

Theorem: Assuming f is convex we have

f(wr) — min f(w) < a-REG(OMD) + a-REG(BESTRESP™)

wel
R GR
=0 GT+>+0 = O< >
(77 n ﬁ
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The Heavy Ball Algorithm

t =1
Ne < 4(t+1)L> Br t+2

Vi S Wil — W2
Wt < Wp_1 — ntVf(Wt—l)
+B¢ve

Iterative Description

glx,y) = {xy) —f(y)
ar =tfort=1...,T
OAlgY  =FTL[Vf(wp)]
OAlg™ = MD[3]| - [I3. g;]
FGNRD Equivalence
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Can we benefit from “coupling” the players?

We might have oversimplified things by decomposing

(]

Recall the Fenchel game decomposition:

f(wr) — min f(w) < a-REG(OAIg") + a-REG(OAIg”)
we

Must we bound these two regrets independently?

Key Idea: The two regret bounds can sometimes cancel each
other out.

@ Technique goes back to Rakhlin & Sridharan 2013, Daskalakis
et al 2015, and Syrgkanis et al 2015.
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OptimisticFTRL: Ok there's one more algorithm of note

Optimistic Follow the Regularized Leader (OptFTRL)

@ Select cvx regularizer R : Z — R, learning rate n > 0
@ Receive loss fns ¢1(+), 2(-), . .., weights ag, ag, . ..

@ Select a “guess” m; : Z — R of 4;.

o At time t set

1 t—1
Z; < argmin,c z (nR(z) +arme(2) + Z asﬁs(z)>
s=1

Jacob Abernethy Fenchel Game No Regret Dynamics



Regret Bound for Optimistic FTRL

Given 17 > 0 and a B-strcvx R, weights and losses {al:(-)}/]_;
where £; is pg-strevx. Let my,...,mt : Z — R be the [is-strcvx
hints given to OptimFTRL. Then OptimFTRL[R(-), 7] satisfies

-
o — Reg(z Z (Ce(ze) — Le(weg1) — me(ze) + me(wepn))
— 1 *
o (R(z*) = R(w1))
1 T t—1
52 ( +Zasﬂs> Ize — wel|?
t=1 s=1
1 T t—1
) Z ( + afle + Z a5u5> 1ze — wesa||?
t=1 s=1

where w; := argmin,c z 3171 agls(2) + %R(z); z* € Z arbitrary.
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Nesterov Accelerated Gradient Descent

Br %7% a7
7z (1= Be)we—1 + Bevea

V¢ < argmin {’yt<Vf(zt),x> + D\‘Zfl(x)}
xeK

we < (1= Be)we—1 + Beve

Iterative Description

gx,y) = {xy)—f(y)

ap =tfort=1,..., T
OAlgY = OptimFTL[Vf(v)]
OAIg™ := MD[4(-), 7]

FGNRD Equivalence
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Nesterov's oco-memory method

Bt «— H%,’Yt — 47tL
ze (1= B)we—1 + Bevea
t
Ve 4—argmingcx {275<Vf(zs),x> + R(x)}

s=1
we < (1= Be)We—1 + Beve

Iterative Description

glx,y) =y —f(y)

a =tfort=1...,T
OAlgY = OptimFTL[Vf(w)]
OAlgX :=FTRL+[R("), %]

FGNRD Equivalence
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